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Abstract. Ever since the 9-11 incident, the multidisciplinary field of terrorism 
has experienced tremendous growth. As the domain has benefited greatly from 
recent advances in information technologies, more complex and challenging 
new issues have emerged from numerous counter-terrorism-related research 
communities as well as governments of all levels. In this paper, we describe an 
advanced knowledge discovery approach to addressing terrorism threats. We 
experimented with our approach in a project called Terrorism Knowledge Dis-
covery Project that consists of several custom-built knowledge portals. The 
main focus of this project is to provide advanced methodologies for analyzing 
terrorism research, terrorists, and the terrorized groups (victims). Once com-
pleted, the system can also become a major learning resource and tool that the 
general community can use to heighten their awareness and understanding of 
global terrorism phenomenon, to learn how best they can respond to terrorism 
and, eventually, to garner significant grass root support for the government’s ef-
forts to keep America safe. 

1   Introduction 

Ever since the 9-11 incident, the multidisciplinary field of terrorism has experienced 
tremendous growth. The field has benefited greatly from increased national attention 
and a rich reservoir of knowledge accumulated through three decades of terrorism 
studies. Now, information-related issues, such as the communication and sharing of 
research ideas among counterterrorism researchers and the dissemination of counter-
terrorism knowledge among the general public, become critical in detecting, prevent-
ing, and responding to terrorism threats. The recent advance in information technolo-
gies, especially Web technology, has alleviated the problems to some extent. However, 



more complex and challenging new issues keep emerging from numerous terrorism-
related research communities as well as local, state, and Federal governments. 

Terrorism threats have a wide range that spans personal, organizational, and socie-
tal levels and have far-reaching economic, psychological, political, and social conse-
quences [14, 21]. A recent report from the National Research Council [12], “Making 
the Nation Safer: the Role of Science and Technology in Countering Terrorism,” has 
summarized the major issues and challenges as revolving around three different as-
pects: Terrorism, Terrorist, and Terrorized (Victims). 

The first aspect (Terrorism) of the challenges is mainly associated with Information 
searching and management and knowledge creation and dissemination issues in the 
terrorism research domain. Currently, there are large and scattered volumes of terror-
ism-related data from diverse sources available to analyze terrorist threats and system 
vulnerabilities [12]. However, maximizing the usefulness of the data is a challenge 
because of: (1) the lack of counterterrorism-related databases that integrate these di-
verse sources and make them available to researchers, and (2) absence of advanced as 
well as new methodologies to identify, model, and predict linkages among terrorists, 
their supporters, and other perpetrators. Furthermore, for researchers new to terrorism, 
information access and management is a major challenge, especially in reference to 
identifying where to start, what to focus on, what types of data are available, where to 
obtain such data, and whether empirical studies are available.  Thus, advanced tech-
niques to support intelligent information searching and techniques to analyze and map 
terrorism knowledge domains are urgently needed. 

The second aspect (Terrorist) of the challenges is mainly associated with how to 
trace dynamic evolution of terrorist groups and how to analyze and predict terrorists’ 
activities, associations, and threats. While the Web has evolved to be a global plat-
form for anyone to use in disseminating, sharing, and communicating ideas, terrorists 
are also using the Web to their own advantages. Terrorist-generated online contents 
and the terrorists’ Web usage patterns could be analyzed to enable better understand-
ing and analysis of the terrorism phenomena. Unfortunately, such terrorist-generated 
information has seldom been used in traditional terrorism research. On the other hand, 
since the amount of terrorist-related information has well exceeded the capability of 
traditional analysis methods, applying advanced techniques such as Social Network 
Analysis may well provide a significant value-add. 

The last aspect (Terrorized) of the challenges mainly involves how to successfully 
give educators, students and the public systematic access to system-level thinking 
about terrorism research.  As recommended in the “Making the Nation Safer” report, 
more research needs to be conducted on preparedness for terrorism attacks, human 
responses to terrorism crises as well as the strategies for providing people with neces-
sary knowledge of terrorism.  Thus, how to utilize various information technologies in 
achieving these goals remains an interesting and challenging problem. 

To address the above challenges, the “Making the Nation Safer” report recom-
mended establishing a terrorism research infrastructure that uses information fusion 
techniques because all phases of counterterrorism efforts require that large amounts of 
information from many sources be acquired, integrated, and interpreted. Information 
fusion includes data mining, data integration, language technologies for information 
extraction and multilingual retrieval, and data interpretation techniques such as visu-



alization. These techniques would also be useful for evidence-based analysis in law 
enforcement, the intelligence community, emergency-response units, and other 
organizations involved in counterterrorism. 

In the light of the foregoing, the University of Arizona’s Artificial Intelligence (AI) 
Lab is developing Web-based counterterrorism knowledge portals to support the 
analysis of terrorism research, dynamically model the behavior of terrorists and their 
social networks, and provide an intelligent, reliable, and interactive communication 
channel with the terrorized (victims and citizens) groups.  Specifically, the portals 
integrate terrorism-related multilingual datasets and use them to study advanced and 
new methodologies for predictive modeling, terrorist (social) network analysis, and 
visualization of terrorists’ activities, linkages, and relationships. 

The remainder of this paper is organized as follows.  Section 2 reviews related re-
search in information searching, analysis, and visualization techniques in relation to 
the counterterrorism domain. In section 3, we present our research questions. Section 
4 describes the knowledge portals we are developing to address the three aspects of 
challenges in the counterterrorism domain, which include knowledge portals that help 
resolve the information access and management problems in terrorism research and 
support the exploration of knowledge creation patterns of contemporary terrorism 
researchers; knowledge portals that use advanced methodologies to analyze and visu-
alize how the web is used by terrorist groups, how relations are formed and dissolved 
among terrorists, and detect organizational groups and their tasks; and a knowledge 
portal using the chatterbot framework to support citizens’ and victims’ responding to 
terrorism.  The final section provides our concluding remarks in the interim. 

2   Existing Approaches 

Many information-searching and analytical approaches have been adopted in the aca-
demia and industries. The following sections review some of these techniques in rela-
tion to the counterterrorism domain. 

2.1   General-purpose and Meta-search Engines  

Many different search engines are available on the Internet. Each has its own perform-
ance characteristics primarily defined by its algorithm for indexing, ranking and visu-
alizing Web documents. For example, AltaVista and Google allow users to submit 
queries and retrieve Web pages in a ranked order, while Yahoo! groups Web sites into 
categories, creating a hierarchical directory of a subset of the Internet. 

Internet spiders (a.k.a. crawlers), have been used as the main program in the 
backend of most search engines. These are programs that collect Internet pages and 
explore outgoing links in each page to continue the process. An example includes the 
World Wide Web Worm [27]. Most prevailing search engines, such as Google, are 
keyword-based. Although their search speeds are fast, their results are often over-
whelming and imprecise. Low precision and low recall rates make it difficult to obtain 
specialized, domain-specific information from these search engines. 



Selberg and Etzioni [37] have suggested that by relying solely on one search engine, 
users could miss over 77% of the references they might find most relevant because no 
single search engine is likely to return more than 45% of relevant results. A study by 
NEC Research Institute drew similar conclusions and revealed an alarming fact about 
Internet search engines: they cannot keep up with the net’s dynamic growth, and each 
search engine covers only about 16% of the total Web sites [24]. 

The emergence of meta-search engines provides a credible resolution of the afore-
mentioned limitations by triangulating outputs from several engines to arrive at rele-
vant results. Several server and client-based meta-search engines, such as Copernic 
(http://www.copernic.com) “search the search engines” [37]. The results from other 
search engines are combined and presented to users. Although the information re-
turned is comprehensive, the problem of information overload worsens if no post-
retrieval analysis is provided. 

2.2   Terrorism Research Centers’ Portals 

Web portal services provide another approach for retrieving information. For terror-
ism, there exists numerous information portals provided by specialized research cen-
ters such as the Center for the Study of Terrorism and Political Violence (CSTPV), 
located at St. Andrews University, Scotland, and directed by noted terrorism re-
searcher, Professor Paul Wilkinson and formerly co-directed by Dr. Bruce Hoffman, 
Rand Corporation.  These centers conduct terrorism research and provide portals that 
cater to the needs of academics, journalists, policymakers, students, and the general 
public. Terrorism research centers’ portals are primarily providing information re-
trieval and dissemination services except for a few organizations such as the Terror-
ism Research Center (TRC) and the National Memorial Institute for the Prevention of 
Terrorism (MIPT) that have expanded their functions to include personalization (TRC) 
and the Emergency Responders Knowledge Base (MIPT).  For example, the TRC, 
founded in 1996, has the highest number of portal features (31/61) including four 
terrorism databases and is highly recommended with about 5,000 incoming links [7]. 

The study by Kennedy and Lunn [21] generated lists of organizations conducting 
terrorism research and 28 different sources of terrorism databases and archives. Using 
their list of terrorism organizations and Carnegie Mellon University’s [5] portal tax-
onomies, we analyzed terrorism research centers’ portals to identify their features 
including the types of information and applications provided. Based on the analysis of 
54 terrorism portals, the most frequently identified features were information retrieval 
and dissemination services. The information included full-text documents and archives 
(74%), links to other terrorism resources (54%), news (39%), and emergency prepar-
edness materials (28%). Applications were limited to e-commerce services for selling 
terrorism books, reports, and multimedia resources (35%), and terrorism databases 
(22%) of groups, terrorist incidents, and bio-terrorism agents. 



2.3   Information Analysis 

Terrorism research centers’ portals provide access to a diversity of unstructured (e.g., 
reports, news stories, transcripts) and structured (database) information but offer lim-
ited tools for integrating the resources and supporting information fusion (including 
post-retrieval analysis).  After searching the terrorism portals, the user has to manually 
browse through the list of retrieved documents to locate relevant resources and estab-
lish relationships among the documents. 

Automatic indexing algorithms have been used widely to extract key concepts from 
textual data. It has been shown that automatic indexing is as effective as human index-
ing [36]. Many proven techniques have been developed such as information extraction 
(IE). Information extraction techniques such as noun phrasing have been applied to 
perform indexing for phrases rather than just words [40]. These techniques are useful 
in extracting meaningful terms from text documents not only for document retrieval 
but also for further analysis. 

There is, today, an increased interest in the use of data and web mining and ma-
chine learning techniques which focus on identifying terrorism-related patterns in data. 
These techniques have been applied to the analysis of news articles (such as in the 
Message Understanding Conference or MUC), online information sources (e.g., the 
Columbia University’s Newsblaster system), and high-speed data streams that are 
processed and mined in a Distributed Mining and Monitoring System at Cornell Uni-
versity [31]. 

DARPA, for its part, is also supporting the development and integration of infor-
mation fusion technologies such as data mining, biometrics, collaborative and knowl-
edge discovery technologies that identify and display links among people, content, and 
topics [6] to counter “asymmetric threats” such as those found in terrorist attacks.  For 
example, DARPA and other government agencies have solicited counter-terrorism 
proposals such as the Terrorism Knowledge Base project that was eventually ap-
proved for $9 million and is being developed by Cycorp Incorporated based in Austin, 
Texas, with the assistance of terrorism domain experts from the Terrorism Research 
Center [15]. The Terrorism Knowledge Base with its inference engine will support 
analysts in the intelligence community.  However, these advanced technological sys-
tems are not available in most terrorism research centers or academic libraries that are 
used by terrorism researchers in the academic community. 

2.4   Social Network Analysis 

Existing terrorist network research is still at its incipient stage.  Although previous 
research, including a few empirical ones, have sounded the call for new approaches to 
terrorist network analysis [4, 26, 39], studies have remained mostly small-scale and 
used manual analysis of a specific terrorist organization. For instance, Krebs [23] 
manually collected data from public news releases after the 9/11 attacks and studied 
the network surrounding the 19 hijackers. Sageman [35] analyzed the Global Salafi 
Jihad network consisting of 171 members using a manual approach and provided an 
anecdotal explanation of the formation and evolution of this network. None of these 



studies used advanced data mining technologies that have been applied widely in other 
domains such as finance, marketing, and business to discover previously unknown 
patterns from terrorist networks. Moreover, few studies have been able to systemati-
cally capture the dynamics of terrorist networks and predict terrorism trends. What is 
needed is a set of integrated methods, technologies, models, and tools to automatically 
mine data and discover valuable knowledge from terrorist networks based on large 
volumes of data of high complexity. 

2.5   Chatterbot Techniques 

The idea behind chatterbot techniques is to create an intimate atmosphere where indi-
viduals can converse with a natural language program (a chatterbot) and receive 
meaningful and immediate responses to their queries related to a certain domain with-
out having to search the Internet for the answers themselves. Most chatterbot tech-
niques rely on pattern matching algorithms which takes inputs from the user, parses 
and matches the input to one of the questions in their question/answer script, then 
picks out the appropriate response dictated by the script, and displays it to the user 
[42]. Examples include: ELIZA [42], Parry [11] and ALICE [16]. Previous studies on 
chatterbot have shown the potential of using chatterbot to provide people with easy 
access to domain-specific knowledge. We believe that chatterbot techniques can be 
used to provide the general public with necessary knowledge of the global terrorism 
phenomena. 

3   Research Questions 

Building on our research and system development experiences in portal collection 
building, text mining, information extraction, criminal network analysis and visualiza-
tion, we propose to use an advanced knowledge discovery approach to design and 
develop a set of knowledge portals to address the challenges in the counter-terrorism 
domain. The research questions postulated in our project are: 
1. How can intelligent collection building, searching, text mining, and social net-

work analysis techniques be used to help resolve the information access and man-
agement problems in terrorism research and support the knowledge creation and 
discovery patterns among contemporary terrorism researchers? 

2. How can intelligent collection building, searching, text mining with multi-lingual 
and translation capabilities, and social network analysis techniques be used to col-
lect, analyze, and visualize Web contents created by terrorist groups so as to de-
cipher the social milieu, network dynamics, and communication channels among 
terrorists? 

3. How can the chatterbot technology be used to support citizens’ and victims’ re-
sponding to terrorism and provide them with necessary knowledge of terrorism 
research? 



4   An Advanced Knowledge Discovery Approach to Addressing 
Terrorism Threats 

To help us systematically answer our research questions, we propose a project called 
Terrorism Knowledge Discovery Project. This project consists of several custom-built 
portals (testbeds): Terrorism Knowledge Portal (a prototype has already been created), 
Terrorism Expert Finder, Dark Web (consisting of Internet-based terrorist multilingual 
resources), Terrorist Network Portal, and Chatterbot Portal which will be organized 
around the three aspects of challenges associated with terrorism research, terrorists, 
and terrorized victims or target groups. Figure 1, in the next page, provides a summary 
of the all the portals.  

 
 

Fig. 1. The Knowledge Portals in the Terrorism Knowledge Discovery Project 

In the following sections, we will describe the knowledge portals that address each 
of the three aspects of challenges in terms of the key components and techniques used 
in the portals.  



4.1 Addressing Challenges Associated with Terrorism Research: Terrorism 
Knowledge Portal and Terrorism Expert Finder Portal 

4.1.1 Terrorism Knowledge Portal 
To address information access and management problems in the terrorism research 
domain, we developed the Terrorism Knowledge Portal, or TKP 
(http://ai.bpa.arizona.edu/COPLINK/tkp.html). The goal is to facilitate the searching 
and browsing of terrorism information on the Web. Developed based on an integrated 
knowledge portal approach [10], TKP consists of various components: searching of its 
own database, meta-searching other terrorism information sources, keyword sugges-
tion, Web page summarization, categorization and visualization. Each sub-component 
is described below. 

TKP Database. TKP supports searching of a customized terrorism research data-
base with more than 360,000 quality pages obtained from automatic spidering various 
terrorism-related Web sites and multiple search engines. Based on an extensive re-
search, we identified 38 high-quality terrorism  Web  sites  as seed URLs  for spider-
ing Web  pages.  A  breadth-first  search spidering program called Offline Explorer 
produced by MetaProducts (http://www.metaproducts.com/) was used to automatically 
download 1 million Web pages using the seeds and after filtering out pages that con-
tain too little text or are irrelevant, we obtained 200,000 Web pages in our local data-
base. 

Apart from domain spidering, we used meta-spidering to collect Web pages from 
11 major search engines and news Web sites to provide rich terrorism information. 
From terrorism research publications produced by top-rated researchers (e.g., Paul 
Wilkinson, Bruce Hoffman and Brian Jenkins), we identified 795 terrorism-related 
keywords and used them as queries to search the 11 sites. After filtering duplicated 
pages from different sites, we collected more than 160,000 distinct quality pages. 
Together with domain spidering, we obtained 360,000 high-quality Web pages in total 
in our local search index. 

TKP Meta-Searchers. In addition to searching its own database, TKP supports 
meta-searching of various terrorism information sources. This ensures comprehen-
siveness and recency in covering the domain and reduces information biases. Based on 
an extensive study on terrorism information sources, we identified four categories of 
meta-searchers: terrorism databases, research institutes, government Web sites, and 
news and general search engines. Users can search with one query all the sources 
selected by them, thus saving their time in accessing different sites. Results are listed 
according to the meta-searchers’ names. Figures 1a and 1b show the search page and 
result page of TKP. 

Keyword Suggestion. To facilitate searching with different keywords, TKP pro-
vides keyword suggestion function, developed using the concept space approach [9]. 
It identified pairs of keywords co-occurring on the same pages and extracts them for 
use as thesaurus terms in our database. Each query to the TKP concept space thesau-
rus elicits a ranked list of keywords highly related to the input keyword. In addition, 
we used Scirus (http://www.scirus.com), a major Web site providing keyword sugges-
tion of scientific terms, to retrieve more related terms.  



 
Document Summarization. The TKP summarizer, a modified version of a text 

summarizer called TXTRACTOR, uses sentence-selection heuristics to rank text seg-
ments [28]. These heuristics strive to reduce redundancy of information in a query-
based summary. The summarizer can flexibly summarize Web pages using three or 
five sentence(s). Users can invoke it by choosing the number of sentences for summa-
rization in a pull-down menu under each result. After which, a new window is acti-
vated (shown in Figure 2c) that displays the summary on the left and the original Web 
page on the right. 

Document Categorization. The TKP categorizer organizes the search results into 
various folders labeled by the key phrases appearing in the page summaries or titles 
(see Figure 2d), thereby facilitating the understanding of different groups of Web 
pages. We used the Arizona Noun Phraser (AZNP) to extract meaningful phrases from 
the titles and summaries of the search results. Developed at the Artificial Intelligence 
Lab of the University of Arizona, AZNP extracts all the noun phrases from each Web 
page automatically based on part-of-speech tagging and linguistic rules [40]. An in-
dexing program calculates the frequency of occurrence of these phrases and selects the 
20 most frequently occurring phrases to index the results. Each folder shown on Fig-
ure 2d is labeled by a phrase that appears in the pages categorized under it. As a page 
may contain more than one indexing phrase, the categorization is non-exclusive. 

Document Visualization. The TKP visualizer was developed to reduce informa-
tion overload when a large number of search results are obtained, which is a typical 
situation in many search scenarios. It has of two versions: the Jigsaw and Geographic 
Information Systems (GIS) versions. Web pages are clustered onto a map, generated 
using the Kohonen [22] self-organizing map (SOM) algorithm, which is a two-layered 
neural network that automatically learns from the input Web pages and clusters them 
into different naturally occurring groups. In the jigsaw SOM visualizer, key terms 
identified by AZNP were used to label map regions, where the sizes correspond to the 
numbers of pages clustered in them. Clicking on a map region brings up the list of 
pages on the right side of the pop-up window (see Figure 2e). Users can then open 
these pages by clicking on the links. In the GIS SOM visualizer, Web pages are shown 
as points on a two-dimensional map with their positions determined by the SOM algo-
rithm. The map’s background shows contour lines representing the varying values 
selected by users (e.g., frequency of occurrence of query terms in the Web pages) and 
is independent of the points’ positions. Users can navigate on the map by clicking on 
the buttons and resize a certain part of the map by dragging a rectangle that will high-
light the set of Web pages listed on the bottom right side of the pop-up window (see 
Figure 2f). Using the TKP visualizer, terrorism researchers can obtain a meaningful 
and comprehensive picture of a large number of search results. 



Fig. 2. Major Components of the Terrorism Knowledge Portal 



ERROR: stackunderflow
OFFENDING COMMAND: ~

STACK:


